
On the Hardness of Massively Parallel Computation

Abstract

We investigate whether there are inherent limits of parallelization in the (randomized) massively
parallel computation (MPC) model by comparing it with the (sequential) RAM model. As our main
result, we show the existence of hard functions that are essentially not parallelizable in the MPC model.
Based on the widely-used random oracle methodology in cryptography with a cryptographic hash function
h : {0, 1}n → {0, 1}n computable in time th, we show that there exists a function that can be computed
in time O(T · th) and space S by a RAM algorithm, but any MPC algorithm with local memory size
s < S/c for some c > 1 requires at least Ω̃(T )1 rounds to compute the function, even in the average case,

for a wide range of parameters n ≤ S ≤ T ≤ 2n1/4

. Our result is almost optimal in the sense that by
taking T to be much larger than th, e.g., T to be sub-exponential in th, to compute the function, the
round complexity of any MPC algorithm with small local memory size is asymptotically the same (up
to a polylogarithmic factor) as the time complexity of the RAM algorithm. Our result is obtained by
adapting the so-called compression argument from the data structure lower bounds and cryptography
literature to the context of massively parallel computation.

1Throughout the paper, we use the convention Ω̃(T ) = Ω(T/polylog(T )) and Õ(T ) = O(T · polylog(T ))



1 Introduction

In the last decade, there has been significant develop-
ment of parallel computation. Modern parallel com-
putation frameworks such as MapReduce, Hadoop,
and Spark are designed to manipulate large-scale
data sets and share a number of common properties.
Modeling and analyzing these frameworks algorith-
mically help us confirm the practical success theoret-
ically and the new ideas created in the process may
also be adapted to enhance the performance of these
practical frameworks. To this end, much effort has
been made to model the essential properties behind
these frameworks and explore the power of the devel-
oped model.

The first theoretic model capturing the mod-
ern parallel computation frameworks has been pro-
posed by Karloff, Suri, and Vassilvitskii [47]. Ever
since then, the theoretical study of these frameworks
started to increase rapidly and several refinements of
the model along with new algorithms have been pro-
posed [7, 32, 46, 47, 48, 51, 54, 63].

The Massively Parallel Computation (MPC)
model consists of m machines and each of them has
local memory of size s. The input is partitioned arbi-
trarily across all the machines and the computation
proceeds in synchronized rounds. In every round,
each machine is able to do any computation on its
own memory. After the computation is done, each
machine then computes a set of messages. Then, the
underlying system will direct the messages to the cor-
responding machine. As, in practice, most costs come
from the network communication, the goal is to mini-
mize the round complexity. Also, to rule out the triv-
ial algorithm, common constraints require that given
input of size N , ms = Θ(N) and N ε ≤ m ≤ N1−ε

for some constant ε > 0.

Many computational problems, such as graph
problems [2, 7, 8, 9, 10, 11, 13, 14, 15, 20, 21,
27, 30, 32, 41, 44, 40, 49, 51, 58, 62], cluster-
ing [16, 18, 36, 43, 64] and submodular function op-
timization [33, 37, 48, 55], have been studied in this
model, with an emphasis on developing algorithms
that minimize the number of communication rounds.
For example, recently, [46] shows that massively par-
allel computation can simulate dynamic program-
ming algorithms admitting two properties, i.e. mono-
tonicity and decomposability. This shows the power
of massively parallel computation since the process of
dynamic programming typically requires large mem-
ory space and is considered inherently sequential.

Limitation of Massively Parallel Computation.
In this work, we investigate whether there are in-
herent limits in the massively parallel computation
model. Namely, whether there are functions that are
hard to parallelize in the MPC model. Towards this,
we compare it with the (sequential) RAM model of
computation. Suppose we have a function that can
be computed by a RAM algorithm with time com-
plexity T and space complexity S (assume the input
size N ≤ S). It is easy to see that an MPC algorithm
can compute the function in T rounds by emulating
the RAM computation step by step, even when each
machine has O(logS) local memory size. Also, if each
machine has local memory size S, then trivially the
function can be computed in one round. Therefore,
to show such a limitation, ideally, we would like to
show the existence of a function computable in time
T and space S in the RAM model but it requires
Ω(T ) rounds to compute for any MPC algorithms
with local memory size s < S. We refer to this as
the best-possible hardness for the MPC model.

The hardness of the MPC model has been investi-
gated by the seminal work of Roughgarden, Vassilvit-
skii, and Wang [63], who showed that there are func-
tions requiring Ω(logsN) rounds to compute in the
MPC model2. This gives a logarithmic lower bound
when the local memory size s = O(1), but only a con-
stant lower bound for the typical settings where s is
polynomial in N . Nevertheless, [63] showed that an
ω(logsN) round complexity lower bound in the MPC
model for any problems in P implies P 6= NC1, which
is beyond the reach of the current techniques in com-
plexity theory. Thus, the Ω(logsN) lower bound is
essentially the best we can hope for given the sta-
tus of complexity theory if we look for unconditional
lower bounds.

To circumvent the barrier in complexity theory,
we borrow ideas from cryptography. Specifically, we
investigate the hardness of the MPC model in the
Random Oracle (RO) model based on the widely used
random oracle methodology in cryptography, which
we briefly review as follows.

Random Oracle Methodology. This is a pop-
ular methodology for designing cryptographic con-
structions consisting of the following two steps. First,
we consider the Random Oracle (RO) model where
all parties have oracle access to a truly random func-
tion RO : {0, 1}n → {0, 1}n. We design and prove
the security for a cryptographic construction in the
(idealized) RO model. Next, we replace the random
oracle by a “good cryptographic hashing function”

2In fact, the lower bound holds in a stronger model called s-shuffle circuits
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h (such as SHA3) to obtain a concrete construction,
and assume that the construction has the same se-
curity as the “ideal” one analyzed in the RO model.
This methodology is widely used in both practice and
theory to obtain more efficient and simpler construc-
tions [24, 25, 38, 52] or to achieve stronger security
and new feasibility results [26, 23, 59]. Of course,
replacing the oracle by a hash function is merely a
heuristic. The validity of such heuristic is investi-
gated in the literature, where several counterexam-
ples (i.e., constructions that are proven secure in
the RO model but become insecure when the RO
is instantiated by any concrete hash functions) are
known [22, 28, 29, 45, 53, 57]. However, these coun-
terexamples are contrived in the sense that they are
constructed for this purpose, instead of obtaining a
useful cryptographic construction. For all natural
constructions, the heuristic holds so far and some-
times the proved security in the RO model matches
the best-known attacks [31, 34, 35]. Indeed, the
random oracle methodology is well-accepted in prac-
tice where many RO-based constructions (e.g., RSA-
OAEP) have been used for years as part of the stan-
dard in practical cryptographic systems [5, 25].

1.1 Our Results and Techniques

We demonstrate a limitation of the MPC model by
establishing a nearly best-possible hardness result in
the Random Oracle model. Let RO : {0, 1}n →
{0, 1}n be a random oracle where making a query
to RO takes O(n) time. Specifically, in the following
theorem, we show the existence of a function in the
RO model that can be computed in time O(T ·n) and
space S by a RAM algorithm such that any MPC al-
gorithm with local memory size s ≤ O(S) requires at
least Ω̃(T ) rounds to compute the function, even in
the average case, for a wide range of parameters T
and S.

Theorem 1.1 (Nearly Best-Possible Hardness in the
RO Model). There exists a universal constant c > 1
such that for any sufficiently large n > 0, the fol-

lowing holds. For any n ≤ S < 2O(n1/4), S ≤ T <

2O(n1/4), there is an oracle function fRO : {0, 1}S →
{0, 1}n such that it can be computed using memory of
size O(S) in O(T · n) time by a RAM computation
with access to RO, but for any (potentially random-
ized) massively parallel computation algorithm ARO

with m < 2O(n1/4) machines, local memory of size s
where s ≤ S/c, and the number of local queries per

round q < 2n/4 to RO, the probability that ARO com-
putes fRO correctly in o(T/ log2 T ) rounds is at most
1/3 over the random choice of RO and input.

In particular, for any parameters T and S, by
setting n = polylog(T ), Theorem 1.1 shows the exis-
tence of an oracle function computable in time Õ(T )
and space O(S) by a RAM algorithm where any
MPC algorithm with local memory size sufficiently
smaller than S requires Ω̃(T ) rounds to compute
the function. As discussed above, this is the best-
possible hardness up to a poly-logarithmic factor.
Furthermore, following the random oracle methodol-
ogy, we can instantiate the random oracle with a good
cryptographic hash function h with time complexity
th = poly(n). We then obtain a concrete hard func-
tion fh : {0, 1}S → {0, 1}n that can be computed in
time Õ(T ) and space O(S) by a RAM algorithm, yet
assuming the validity of the random oracle method-
ology, fh is hard to compute for any (randomized)
MPC algorithm with local memory of size s ≤ S/c
for some constant c > 1.3 This is the best-possible
hardness up to a poly-logarithmic factor. Note that
the hardness holds even when the total memory size
ms� S as long as the local memory size is bounded.

We remark that the way our hard function fRO

makes use of the random oracle is quite standard and
analogous to several existing cryptographic construc-
tions (e.g., [4, 5, 52]), so it is unlikely that the random
oracle methodology fails to apply to our hard function
fRO (see more discussion in Section 1.2). Thus, one
way to interpret our result is that either fh indeed
shows a fundamental limitation of parallelization in
the MPC model, or gives a natural counter-example
for the random oracle methodology (which would be
surprising).

In the following, we describe the hard function
we consider and explain the intuition of its hard-
ness. To help illustrate the idea, let us start with
a warm-up (hard) function, which we analyze for-
mally in Appendix A for the sake of completeness.
Let RO : {0, 1}n → {0, 1}n be a random oracle and
let T, u, v be the parameters specified later. Consider
the function SimLineRO

n,T,u,v
4 : {0, 1}uv → {0, 1}n

defined as follows. The input is parsed as v strings
xi ∈ {0, 1}u for all i ∈ [v]. On input x = x1, x2, ..., xv,
the output of SimLineRO

n,T,u,v(x) is defined by itera-
tively applying RO as follows. Let r1 = 0u, and

(ri+1, zi+1) := RO(xi mod v, ri, 0
∗), ∀i ∈ [T ],

the output of SimLineRO
n,T,u,v(x) is defined as the an-

swer to the last query, (rT+1, zT+1). In other words,

3For this conclusion we would need to set n = polylog(T ) and requires h to have sub-exponential hardness. While such
assumption is strong, it is commonly assumed in practical RO-based cryptographic systems.

4The name SimLine stands for “simple-line,” which is in contrast to the hard function Line we introduce below.
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we can view SimLinen,T,u,v as defined by a line of T
nodes, where the first node is associated with initial
values r1 = 0u, and for each i ∈ [w], the values of
next node i+ 1 is obtained by querying the oracle on
(xi mod v, ri, 0

∗).

To get some intuition of the hardness, first note
that since the oracle is random, intuitively, the only
way to learn the output (rT+1, zT+1) is to make
queries to learn the value of each node (i.e., (ri, zi))
in order, which requires to know the corresponding
input xi mod v. However, since the local memory of
each machine is bounded by s, intuitively, a machine
can only store at most s/u inputs xi’s. Thus, in each
round, the machines can only learn the value of at
most s/u new nodes. Therefore, a MPC algorithm
with local space s would need Ω(Tu/s) rounds to
compute SimLineRO

n,T,u,v(x).

Formalizing the above intuition, however, is non-
trivial, since the algorithm may encode the inputs
arbitrarily and also the machines may collaborate
in an arbitrary way. Thus, it would be difficult
to formalize what information is stored in the ma-
chine’s memory and how much the algorithm learns
about the line directly. For the warm-up case of
SimLineRO

n,T,u,v, we can formalize this intuition by a
rather standard use of the so-called “compression ar-
gument”, a powerful technique for establishing lower
bounds in both data structure and cryptography lit-
erature [5, 6, 35, 34, 50, 60]. To give some taste about
the argument, consider an MPC algorithm comput-
ing the function one by one along the line. For each
round, the queries of a machine must contain the cor-
responding input xi mod v in order to proceed along
the line. Thus, by examining the queries of this ma-
chine, we can infer which part of the input is stored
in the local memory. Now, if a machine can learn
too many nodes in one round, it reveals that it stores
many xi’s in its small local memory. The key of the
compression argument is to show that this would al-
low us to compress the input x and the random oracle
RO beyond the information-theoretic limit, which is
a contradiction. Hence, a machine cannot learn too
many nodes in one round. We defer the formal anal-
ysis of SimLineRO

n,T,u,v to Section A.

Note that SimLineRO
n,T,u,v can be computed in

time O(Tn) by a RAM program, but above we only
argue a Ω(Tu/s), instead of Ω̃(T ), lower bound for
the round complexity of MPC algorithms. To prove
the desired hardness result, we make the function
harder by letting each node take a random input x`i
instead of xi mod v, where the index `i is specified by
the random oracle (like ri).

More precisely, we now describe our hard func-
tion LineRO

n,T,u,v : {0, 1}uv → {0, 1}n as follows (see

Figure 1 for a pictorial illustration). The input is
parsed as v strings xi ∈ {0, 1}u for i ∈ [v]. On in-
put x = x1, x2, ..., xv, the output of LineRO

n,T,u,v(x)
is defined by iteratively applying RO as follows. Let
`1 = 1 and r1 = 0u, and

(`i+1, ri+1, zi+1) := RO(i, x`i , ri, 0
∗), ∀i ∈ [T ],

the output of LineRO
n,w,u,v(x) is defined as the answer

to the last correct query (`T+1, rT+1, zT+1). Simi-
larly, we can view Linen,T,u,v as defined by a line of
T nodes, where the first node is associated with ini-
tial values `1 = 1 and r1 = 0u, and for each i ∈ [T ],
the values of next node i + 1 is obtained by using
`i to select an input x`i and query the oracle on
(i, x`i , ri, 0

∗). Clearly, the function can be evaluated
with O(uv) space and O(Tn) time by following the
evaluation over the line. Thus, for given parameters
S and T , we can set v = S/u to get a function with
RAM complexity specified in Theorem 1.1.

Now, intuitively, since s ≤ S/c for a constant c, a
machine can only store a constant fraction of xi’s, and
since `i’s are random, the probability that a machine
can learn the value of k new nodes should decay expo-
nentially in k. Thus, “with high probability,” a MPC
algorithm can learn at most, say, log2 T new nodes,
and hence it would require Ω̃(T ) rounds to compute
LineRO

n,T,u,v, which gives us the desired hardness.
However, as above, formalizing this intuition is

tricky, since a-prior there is no independence between
the information stored by a machine and the indices
`i, and thus it is not clear whether the probabil-
ity of learning k new nodes decay exponentially in
k. Roughly, we capture this intuition of exponential
probability decay indirectly by a novel tweak to the
compression argument. Specifically, in our proof, we
enumerate all the oracles with different sequences of
k consecutive `’s, say `i, ..., `i+k, and run the machine
on these oracles. By considering all the queries ob-
tained this way, we can formalize such exponential
probability decay in the compression argument pro-
vided that k is not too large, which allows us to show
that a MPC algorithm can learn at most log2 T new
nodes each round and hence require Ω̃(T ) rounds to
compute LineRO

n,T,u,v. As the argument is more in-
volved, we defer a more detailed technical overview
and the formal proof to Section 3.

1.2 Related Work

Massively Parallel Computation Model (a.k.a
MapReduce Model) was proposed in [47], and has
been refined and extended in [19, 7, 63]. Many al-
gorithmic techniques and problems have been stud-
ied in MPC model such as greedy algorithms [48],
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dynamic programming [17, 46], linear program-
ming [12], graph algorithms [2, 7, 8, 9, 10, 11, 13,
14, 15, 20, 21, 27, 30, 32, 41, 44, 40, 49, 51, 58, 62],
clustering [16, 18, 36, 43, 64], submodular function
optimization [33, 37, 48, 55], and query optimiza-
tion [19].

The tradeoffs between space (total memory), com-
munication and the number of communication rounds
in MPC model have been studied. Pietracaprina et
al. [61] studied the space-round tradeoffs for certain
kinds of matrix multiplication algorithm. Afrati et
al. [1] investigated the space-communication trade-
offs for single round algorithms. Beame et al. [19]
studied the tradeoff between the amount of commu-
nication and the number of rounds.

Roughgarden et al. [63] proved an blogs nc rounds
unconditional lower bounds. When local memory per
machine s is polynomially related to n, which is usu-
ally assumed in MPC model, this gives a constant
rounds lower bound. Fish et al. [39] proved an hier-
archy theorems with respect to the computation time
per processor.

Conditioned on the conjecture that graph con-
nectivity cannot be solve in o(log n) communications
rounds for memory per machine sublienar to the
number of vertices, Ghaffari et al. [42] showed that
constant approximation of maximum matching, ver-
tex cover, and maximum independent set cannot be
solved in o(log log n) round, and the Lovász Local
Lemma problem cannot be solve in o(log log log n)
round. Under the same conjecture, Yaroslavtsev et
al. [64] shows that single-linkage clustering cannot be
approximated by constant factor in o(log n) round.
Recently, Nanongkai and Scquizzato shows that this
conjecture is is equivalent to the conjecture that log-
space complete problem can not be solved in o(log n)
rounds, and consequently, a large class of graph prob-
lems, such as single source shortest path, minimum
cut, and planarity testing, are require asymptoti-
cally the same number of rounds under these assump-
tions [56].

The way that our hard function uses the random
oracle is analogous to several existing cryptographic
constructions; in particular, to the line of research in
memory hard functions (MHFs) [3, 4, 5, 6]. MHFs are
hash functions whose evaluation cost is dominated by
memory cost. MHFs found widespread applications
such as password hashing, key derivation, and proofs-
of-work, and some important candidate, e.g., scrypt,
is described in the RFC standard. The security (i.e.,
lower bounds on the so-called “cumulative memory
complexity”) of MHFs is analyzed in the RO model
based on the random oracle methodology. As our con-
struction uses RO in an analogous way as practically-

used MHFs (both rely on sequential queries to the
oracle), in our eyes, it would be quite surprising that
our hard function becomes a counter example to the
random oracle methodology.

Technically, our analysis is inspired by the anal-
ysis of MHFs, which also relies on the compression
argument. However, we stress that the models are
quite different and we cannot directly rely on the
analysis of MHFs to establish the hardness of the
MPC model. The main reason is that in the MPC
model, the machines can make an arbitrary num-
ber of adaptive queries to the oracle for free in one
round, whereas the need of adaptive queries is the
source of hardness for high cumulative memory com-
plexity. Hence, our LineRO

n,T,u,v function relies on a
different reason (specifically, the fact that each ma-
chine is space bounded) to get hardness, and requires
a different analysis from the MHFs.

The rest of the paper is organized as follow. We
define the massively parallel computation model in
both the plain and the RO model in Section 2. In Sec-
tion 3, we state and prove our main theorem on the
best-possible hardness for the MPC model. To help
the readers who are not familiar with the compres-
sion argument to understand the proof, we present a
weaker result with a simpler proof in Appendix A.

2 The Massively Parallel Com-
putation Model

We first introduce some basic notations. Let [n] =
{1, 2, ..., n}. Let Uw be the uniform distribution over
{0, 1}w.

We adopt the Massively Parallel Computation
Model (also known as MapReduce Model) according
to [47]. In this model, we are given a set of ma-
chines with a fixed size of local memory. The input
data is distributed across machines arbitrarily. The
computation proceeds in rounds. During a round,
each machine runs a polynomial time algorithm on
the data assigned to the machine. No communica-
tion between machines is allowed during a round. Be-
tween rounds, machines are allowed to communicate
so long as each machine receives no more commu-
nication than its memory. Any data output from a
machine must be computed locally from the data re-
siding on the machine.

Formally, we define the (randomized) massively
parallel computation with following parameters.
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s: the local memory size for each machine
m: the number of machines
N : the size of the input

Table 1: Parameters of massively parallel computa-
tion

Definition 2.1 (Massively Parallel Computation).
A massively parallel computation consists of m ma-
chines, local memory of size s for each machine, and a
shared, read-only, and multiple access tape T contain-
ing an arbitrarily long random bit string. The com-
putation proceeds by round and starts from round
0. Let Mk

i ∈ {0, 1}s be the local memory (input)
of machine i at the beginning of round k. Initially,
the given input x ∈ {0, 1}N is arbitrarily split and
distributed among all the machines, i.e. each M0

i is
assigned with an arbitrary partition of x.

In each round k, each machine i runs a polynomial
time algorithm Aki based on its local memory Mk

i and
the shared tape T , and outputs Mk

i,j to machine j for

all the j ∈ [m]. The union of Mk
1,i,M

k
2,i, ...,M

k
m,i is

the input of machine i of (k + 1)-th round.

Note that in the above definition, it is required
that the total size of union of Mk

1,i,M
k
2,i, ...,M

k
m,i is

smaller than s, the size of local memory. We refer to
a MPC computation terminated at the end of round
R as a R-round MPC computation.

We consider the massively parallel computation
with a random oracle.

Definition 2.2 (Massively Parallel Computation
with Oracle). A massively parallel computation con-
sists of m machines, local memory of size s for each
machine, a shared, read-only, and multiple access
tape T containing an arbitrarily long random bit
string, and a random oracle RO : {0, 1}h → {0, 1}c
which is uniformly drawn from all possible functions
before the computation begins.

The computation proceeds by round and starts
from round 0. Let Mk

i ∈ {0, 1}s be the local memory
(input) of machine i at the beginning of round k. Ini-
tially, the given input x ∈ {0, 1}N is arbitrarily split
and distributed among all the machines, i.e. each M0

i

is assigned with an arbitrary partition of x.
In each round k, each machine i runs a polyno-

mial time algorithm Aki based on its local memory
Mk
i , the shared tape T and the (adaptive) queries of

the random oracle, and outputs Mk
i,j to machine j for

all the j ∈ [m]. The union of Mk
1,i,M

k
2,i, ...,M

k
m,i is

the input of machine i of (k + 1)-th round.

Remark 2.3. As a standard observation, in random
oracle model, without loss of generality, we can con-
sider only deterministic MPC algorithm since the al-
gorithm can use the randomness from the random

oracle. In more detail, we can use a random ora-
cle with a larger input domain and a deterministic
MPC can simulate a randomized MPC by obtaining
random bits from querying those extra oracle entries
that are not used by the randomized MPC. Therefore,
to establish a lower bound for the randomized MPC
model, it suffices to consider deterministic MPC al-
gorithms.

Definition 2.4 (Worst Case Correctness). We say
that a randomized R-round MPC computation (with
random oracle) successfully computes a (oracle) func-
tion f in worst case if for any input x ∈ {0, 1}N
which is arbitrarily distributed among the machines,
the union of outputs of all the machines at the end
of round R is f(x) with probability at least 1

3 over
the randomness of the MPC computation (and the
random oracle).

We also consider average case correctness.

Definition 2.5 (Average Case Correctness). We say
that a randomized R-round MPC computation (with
random oracle) successfully computes a (oracle) func-
tion f in average case if given an input x ∈ {0, 1}N
which is drawn from Un and arbitrarily distributed
among the machines, the union of outputs of all the
machines at the end of round R is f(x) with prob-
ability at least 1

3 over the randomness of the input,
the MPC computation (and the random oracle).

3 Main Theorem

In this section, we state our main theorem. The
reader can refer to Appendix A for a simpler but
arguably weaker result to get familiar with our ar-
gument.

Theorem 3.1. There exists a universal constant
c > 1 such that for any sufficiently large n > 0,
let RO : {0, 1}n → {0, 1}n be a random oracle and

for any memory size n ≤ S < 2O(n
1
4 ), and running

time S ≤ T < 2O(n
1
4 ), there is an oracle function

fRO : {0, 1}S → {0, 1}n such that it can be com-
puted in time O(T · n) using memory size O(S) by
a RAM algorithm in random oracle model. On the
other hand, let AO be a randomized massively parallel

computation with m < 2O(n
1
4 ) machines, local mem-

ory of size s ≤ S/c and the number of local queries
q < 2n/4 to random oracle per round. Then, in ran-
dom oracle model, ARO needs at least Ω̃(T ) rounds to
compute fRO even in average case.

The parameters are summarized in Table 2.
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n: the size of input and output of the random
oracle
S: the memory size used by the RAM algo-

rithm such that n ≤ S < 2O(n1/4)

T : the number of random oracle queries used

by RAM algorithm S ≤ T < 2O(n1/4)

q: the upper bound on the number of random
oracle queries for every machine in each round
such that q = 2O(n)

Table 2: Parameters of Theorem 3.1

As we discussed in the introduction, for any pa-
rameters T and S, by setting n = polylog(T ) and
instantiating the random oracle with a cryptographic
hash function h with sub-exponential hardness, we
obtain a concrete hard function fh : {0, 1}S →
{0, 1}n that can be computed in time Ω̃(T ) and space
O(S) by a RAM algorithm, yet assuming the valid-
ity of the random oracle methodology, fh is hard to
compute for any (randomized) MPC algorithm with
local memory of size s ≤ S/c for some constant c > 1.

u: the size of each xi such that u = n/3. u
is assumed to be large enough as otherwise,
machine may guess it locally with non-trivial
probability
v: the number of xi’s in the input such that
v = S/u
w: the number of iterations of the random or-
acle for the LineRO function such that w = T
`i: dlog ve bits of output of (i−1)-th iteration
of the random oracle, which is used to spec-
ify the x`i which is part of the input of i-th
iteration of the random oracle
ri: u bits of the output of (i− 1)-th iteration
of the random oracle, which is used as part of
the input of i-th iteration
zi: redundant output of (i− 1)-th iteration

Table 3: Parameters of LineRO function given input
x1, x2, . . . , xv

Now we formally define the oracle function.
The parameters are summarized in Table 3. Let
LineRO

n,w,u,v : {0, 1}uv → {0, 1}n be defined as follows:
Given input x = x1, x2, ..., xv such that xi ∈ {0, 1}u
for all i ∈ [v] and a random oracle RO : {0, 1}n →
{0, 1}n, let r1 = 0u, `1 = 1, and

(`i+1, ri+1, zi+1) := RO(i, x`i , ri, 0
∗), ∀i ∈ [w],

the output of LineRO
n,w,u,v(x) is defined as the answer

to the last correct query, (`w+1, rw+1, zw+1). See Fig-
ure 1 for an illustration. Given the parameters S, T

in Theorem 3.1, we set the parameters of LineRO as
described in Table 1.

!"

#
$%
$&
$'…

…

$(

1, $ℓ,, -%, 0∗

ℓ&, -&, 0&

!"

2, $ℓ2, -&, 0∗

ℓ', -', 0'

!"

3, $ℓ4, -', 0∗

ℓ5, -5, 05

…… !"

6, $ℓ7, -8, 0∗

ℓ89%, -89%, 089%

Figure 1: an illustration on how the LineRO is formed
(suppose `2 = 3). Each RO box represents a correct
random oracle query. Note that each machine is not
able to store the entire X.

The obvious RAM algorithm already achieves the
required performance on memory size and running
time. As the standard observation in Remark 2.3,
without loss of generality, we can assume the MPC
computation is deterministic. Thus, Theorem 3.1 fol-
lows from the following lemma.

Lemma 3.2. There exists a universal constant c >
1 such that for any sufficiently large n > 0, let
RO : {0, 1}n → {0, 1}n be a random oracle and for

any n ≤ S < 2O(n
1
4 ) and S ≤ T < 2O(n

1
4 ), con-

sider the function LineRO
n,w,u,v : {0, 1}uv → {0, 1}n

where w = T , v = S/u and u = n/3. Let ARO be
a deterministic massively parallel computation with

m < 2O(n
1
4 ) machines, local memory of size s ≤ S/c

and a number of at most q < 2n/4 random oracle
queries per round per machine. Then, in random or-
acle model, ARO needs at least R ≥ w

log2 w
= Ω̃(T )

rounds to compute LineRO
n,w,u,v even in average case.

As discussed in Section 1.1, intuitively, the only
way to learn (`w+1, rw+1, zw+1) is to make queries to
learn the value of each node (i.e. (`w+1, rw+1, zw+1))
one by one. However, since s ≤ S/c for some con-
stant c, intuitively, a machine can only store a con-
stant number of xi’s, and since `i’s are random, the
probability that a machine can learn the value of k
new nodes should decay exponentially in k. To for-
malize the above intuition, however, there are three
issues. First, we need to argue indeed the algorithm
can only query on the LineRO in the given order. Sec-
ond, in general, an MPC algorithm is not restricted
to store xi’s in the most naive way; instead, it may
encode them arbitrarily. Third, an MPC algorithm
can query random oracle arbitrarily and thus the set
of xi’s stored would correlate with random oracle
(in particular, `i) arbitrarily. The first issue can be
solved readily by a standard argument. To resolve
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the second issue, we employ the compression argu-
ment which helps us extract the information about
xi’s from the queries. Note that although the use
of compression argument is inspired by the analysis
of MHFs, we stress that the models are quite differ-
ent and we cannot rely on the analysis of MHFs. The
reason is that in MPC model, the machines can make
an arbitrary number of adaptive queries in one round,
whereas the need of adaptive queries is the source of
hardness for MHFs.

Now we give an overview of our technique. The
reader may refer to Appendix A for an overview of
how compression argument works in a simpler set-
ting. Observe that since computing LineRO requires
the MPC algorithm to query on the LineRO in the
given order, the queries of a machine must contain
the corresponding x`i−1 to get `i and ri and this leaks
which x’s a local machine stores. Thus, those xi’s ap-
pearing in the queries can effectively represent those
stored in the local memory. This motivates us to con-
sider the set B of xi’s appearing in the queries. By
applying compression argument, we can bound the
size of B. Indeed, this is the approach taken in Ap-
pendix A. However, to get a better bound, we need to
exploit the fact that each `j is uniformly random and
independent. The set B discussed above seems un-
likely for us to do so since it depends on the random
oracle (in particular, `j). To remove the dependency
on `j ’s, we enumerate all the oracles with different
sequences of log2 w consecutive `j ’s in the encoding
scheme and run the machine on these oracles. As the
set of queries obtained this way no longer depends on
the enumerated `j ’s, it allows us to argue the proba-
bility of querying the next k = log2 w correct queries
decays exponentially in k.

We first formalize that the MPC algorithm can
only query on the LineRO one by one. Given an oracle
RO, for each correct entry j on LineRO, we consider
a set V (j) of oracle entries defined as follows. Ini-
tially, let V (j) = φ and add (j+1, x`j+1

, rj+1) to V (j).

Then, for any a1, ..., alog2 w ∈ [v]log2 w and z from 1 to

log2 w, add (j+z+1, xaz , r
′
z) to V (j) where (`′z, r

′
z) :=

RO(j + z, xaz−1 , r
′
z−1) and we say (j + z, xaz−1 , r

′
z−1)

is the previous entry of (j+ z+ 1, xaz , r
′
z). Note that

for any j, |V (j)| ≤ vlog2 w.

Lemma 3.3. For any deterministic massively par-
allel computation A with m machines and the num-
ber of queries q running until the end of round k, let
E(k) be the event that there exists a query position
t ∈ [(k + 1)mq] and an oracle entry e ∈

⋃
j V

(j) such
that given A haven’t queried the previous entry e′ of
e, A successfully queries e before the end of round k.

Then, we have

Pr
(RO,X)

[
E(k)

]
≤ wvlog2 w(k + 1)mq2−u.

Proof. Fix some t and e ∈
⋃
j V

(j). Suppose all the
previous queries are q1, ..., qt−1 and the next query is
qt. We first fix q1, ..., qt−1 and all the previous cor-
rect entries of e′ according to the a1, ..., alog2 w that

let us add e to V (j). Then, we consider the set of
random oracles, RO′, consistent with the answers to
the queries q1, q2, ..., qt−1 and the pre-fixed correct
entries. For these oracles, the oracle entry e′ is well-
defined and the oracle answer to e′ is still uniform
over the set RO′. Since the answers to the queries
are fixed and A only depends on the answers to its
queries, the next query qt will be the same for any or-
acle in RO′. Moreover, r′z is still uniform over all 2u

possible values. Hence, we conclude that the guessing
probability will be less than 2−u. Thus, by a union
bound, we obtain the claimed lemma.

For each k, let E(k) be the event defined in

Lemma 3.3 and E(k) be the negation of E(k). Given
a random oracle RO : {0, 1}n → {0, 1}n, an input
X ∈ {0, 1}uv, and a massively parallel computation
A, let jk be the largest index such that (jk, x`jk , rjk)

has been queried by ARO on input X before the be-
ginning of round k.

Definition 3.4. Let A be some deterministic mas-
sively parallel computation. Let X ∈ {0, 1}uv be
some input, and RO : {0, 1}n → {0, 1}n be some

oracle s.t. running ARO on input X, E(k) happens.
Then, for any a1, ..., alog2 w ∈ [v]log2 w, round k, let

RO(k)
a1,...,alog2 w

be the oracle constructed by the fol-

lowing procedure.

1. RO(k)
a1,...,alog2 w

← RO.

2. For t = 1, ..., log2 w,

RO(k)
a1,...,alog2 w

(jk + t− 1, x`jk+t−1
, rjk+t−1, 0

∗)

←(at, r
′
jk+t, z

′
jk+t),

where r′jk+t and z′jk+t are the value of the cor-
responding position in RO.

We note that given (RO, X) s.t. E(k) hap-

pens, all RO(k)
a1,...,alog2 w

have the same jk and thus

RO(k)
a1,...,alog2 w

is well-defined.

Definition 3.5. Let A be some deterministic mas-
sively parallel computation with m machines. Let
RO : {0, 1}n → {0, 1}n be some oracle and X ∈

7



{0, 1}uv be an input s.t. running ARO on input X,

E(k) happens. Further, let i ∈ [m] be the index of
some machine in A, and k ≥ 0 be some integer. Let

the set B
(k)
i ⊆ [v] be s.t. a ∈ B

(k)
i if there is a

sequence a1, ..., alog2 w ∈ [v]log2 w and z ∈ [log2 w]
such that az = a and running A with oracle ac-
cess to RO(k)

a1,...,alog2 w
on input X, machine i queries

(jk + z, xa, rjk+z) in round k.

Recall that at the beginning of a round, each
machine will receive a state of size s which may
depend on all the previous queries and the input
X = x1, ..., xv. Lemma 3.3 helps us rule out the pos-
sibility that the given state depends on any element
in V (k) before the beginning of round k, in which case
our encoding scheme cannot work. We have the fol-

lowing lemma which helps us bound the size of B
(k)
i .

Lemma 3.6. Let k be an integer, E(k) be the event

defined in Lemma 3.3 and E(k) be its negation. And
suppose u ≥ (log2 w + 2) log v + log q. Let A be a
deterministic massively parallel computation with m
machines, local memory of size s and the number of
queries q computing Linen,w,u,v. Then, for any ma-
chine i, any round k, we have

Pr
(RO,X)

[
|B(k)
i | > r ∧ E(k)

]
≤ 2−(u−(log2 w+2) log v−log q),

where r = s
u−(log2 w+2) log v−log q

+ 1.

Proof. We show that the fraction of (RO, X) s.t.

|B(k)
i | > r and E(k) does not happen cannot be too

large. We first construct an encoding scheme that

“compresses” all the (RO, X) such that |B(k)
i | > r

and E(k) does not happen. In the following, we con-
sider A running until the end of round k.

Claim 3.7. If

Pr
(RO,X)

[
|B(k)
i | > r ∧ E(k)

]
= ε,

then there is a set F of (RO, X) such that
|F | ≥ ε2n2n+uv and a deterministic encoding scheme
(Enc,Dec) such that for any (RO, X) ∈ F , both of
the following hold

1. Dec(Enc(RO, X)) = (RO, X)

2. |Enc(RO, X)| ≤ s+r((log2 w+2) log v+log q)+
(v − r)u+ n2n.

Proof. We consider all the computation done by A
before the beginning of round k as A1 and the out-
put of A1 is the memory state given to machine i as

input at the beginning of round k. We also consider
the computation done by machine i in round k as A2

and it will output the set of queries, and the corre-
sponding answer set. Since for each (RO, X) ∈ F ,
when running on (RO, X), E(k) does not happen, we
assure that A1 will never query any element in V (k).

Now we are able to describe our encoding scheme.
Enc(RO, X) :

1. Add the entire RO to our encoding.

2. Run A1(X) with oracle access to RO. Denote
its output as M and add M to our encoding.
Note that |M | = s.

3. For any a1, ..., alog2 w ∈ [v]log2 w, run A2(M)
with oracle access to ROa1,...,alog2 w

. This can
be done by examining the queries of A2 and
providing a revised answer (at, r

′
jk+t, z

′
jk+t) to

A2 if it makes a corresponding query.

• Let qt = (jk + t, xat , r
′
jk+t, 0

∗) for ev-

ery t ∈ [log2 w]. On a1, ..., alog2 w, de-
note Qa1,...,alog2 w

as the set of qt such
that qt is queried by A2 and the corre-
sponding at hasn’t been recorded before.
If Qa1,...,alog2 w

6= φ, add a1, ..., alog2 w,

|Qa1,...,alog2 w
|, the index of each qt ∈

Qa1,....,alog2 w
and the corresponding at of

all the qt ∈ Qa1,...,alog2 w
to the encoding.

4. For each x ∈ X that is not contained in any
query of A2 in the above process, add x to our
encoding. Denote it as X ′.

Denote the entire encoding as msg. Note that in
the third step, by our construction, the union of

Qa1,...,alog2 w
is exactly B

(k)
i . Therefore, the size of

encoding added in this step is at most

|B(k)
i |((log2 w + 1) log v + log q + log |B(k)

i |).

Thus, given that v ≥ |B(k)
i | > r and u ≥ (log2 w +

2) log v + log q, the total size of encoding is at most

s+ r((log2 w + 2) log v + log q) + (v − r)u+ n2n.

Dec(msg) :

1. Construct RO from the first part of msg.

2. For each a1, ..., alog2 w in the msg, run A2(M)
with oracle access to ROa1,...,alog2 w

.

• Read |Qa1,...,alog2 w
| to see how many xi to

recover using the current a1, ...alog2 w.

• Read each index of query qt and corre-
sponding at in the msg and find the corre-
sponding query from the queries of A2 to
recover xat .
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3. The remaining X can be reconstructed using
X ′.

The correctness follows clearly.

The following claim shows the information-
theoretic limit of any deterministic encoding scheme
with perfect correctness.

Claim 3.8. For any deterministic encoding scheme
(Enc,Dec) such that ∀m ∈ M , Dec(Enc(m)) = m,
we have

max
m
|Enc(m)| ≥ log|M | − 1.

Proof. Suppose maxm|Enc(m)| = t. Then the num-
ber of possible codewords is

t∑
i=0

2t−i ≤ 2t+1.

To have a one-to-one mapping, the following must be
true.

2t+1 ≥ |M |

And hence t ≥ log|M | − 1.

Suppose

Pr
(RO,X)

[
|B(k)
i | > r ∧ E(k)

]
= ε.

Then, by Claim 3.7, there is a set F of (RO, X) such
that |F | ≥ ε2n2n+uv and a deterministic encoding
scheme (Enc,Dec) such that

|Enc(RO, X)|
≤ s+ r((log2 w + 2) log v + log q) + (v − r)u+ n2n

(1)

and Dec(Enc(RO, X)) = (RO, X) for any
(RO, X) ∈ F . On the other hand, by Claim 3.8,
for any deterministic encoding scheme (Enc′,Dec′)
such that

Dec′(Enc′(m)) = m,∀m ∈ F,

we have

max
m
|Enc′(m)| ≥ log|F | − 1 ≥ n2n + uv + log ε− 1.

(2)
Combining (1), (2) and that

r =
s

u− (log2 w + 2) log v − log q
+ 1,

the lemma follows.

Now we are in a position to prove Lemma 3.2. For
each round k ≥ 0, let

T (k) = {(i, x`i , ri) | k log2 w < i ≤ w}.

For each round k, let Q(≤k) be the set of queries done
by all machines until the end of round k, Q(k) be the
set of queries done by all machines in round k, and

Q
(k)
i be the set of queries done by machine i in round

k.

Proof of Lemma 3.2. We prove Lemma 3.2 by show-
ing the following claim.

Claim 3.9. For any deterministic massively parallel
computation with m machines, local memory of size
s and the number of queries q computing Linen,w,u,v
and running until the end of round 0 ≤ k < w

log2 w
−1,

Pr
(RO,X)

[
|Q(≤k) ∩ T (k+1)| > 0

]
≤ (k + 1) ·m·(( r

v

)log2 w

+ vlog
2 wq2−u + 2−(n−(log2 w+2) log v−log q)

)
,

where r = s
u−(log2 w+2) log v−log q

+ 1.

Proof. We prove this by induction. For the base case,
k = 0, we have, for any machine i,

Pr
(RO,X)

[
|Q(0)

i ∩ T
(1)| > 0 ∧ E(0)

]
≤ Pr

[
|Q(0)

i ∩ T
(0)| > log2 w ∧ |B(0)

i | ≤ r ∧ E(0)
]

+ Pr
[
|B(0)

i | > r ∧ E(0)
]

≤ Pr
[
|Q(0)

i ∩ T
(0)| > log2 w ∧ |B(0)

i | ≤ r | E(0)
]

+ Pr
[
|B(0)

i | > r ∧ E(0)
]

≤
( r
v

)log2 w

+ 2−(u−(log2 w+2) log v−log q),

where the last inequality follows from Lemma 3.6 and

the fact that |B(0)
i | is the number of x s.t. machine

i is able to output in round 0, given any possible se-
quences of log2 w consecutive `’s.
Thus, by a union bound, we obtain

Pr
(RO,X)

[
|Q(≤0) ∩ T (1)| > 0

]
≤ mPr

[
|Q(0)

i ∩ T
(1)| > 0 ∧ E(0)

]
+ Pr

[
E(0)

]
≤ m

(( r
v

)log2 w

+ wvlog
2 wq2−u + 2−(u−(log2 w+2) log v−log q)

)
.
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Now assume that for round k−1, the claim holds.
Hence, we have

Pr
[
|Q(≤k) ∩ T (k+1)| > 0

]
≤Pr

[
|Q(≤k−1) ∩ T (k)| > 0

]
+ Pr

[
|Q(≤k) ∩ T (k+1)| > 0 ∧ |Q(≤k−1) ∩ T (k)| = 0

]
≤Pr

[
|Q(≤k−1) ∩ T (k)| > 0

]
+ Pr

[
|Q(k) ∩ T (k+1)| > 0 ∧ |Q(≤k−1) ∩ T (k)| = 0 ∧ E(k)

]
+ Pr

[
E(k)

]
(3)

Notice that

Pr
[
|Q(k) ∩ T (k+1)| > 0 ∧ |Q(≤k−1) ∩ T (k)| = 0 ∧ E(k)

]
≤mPr

[
|Q(k)

i ∩ T (k+1)| > 0 ∧ |Q(≤k−1) ∩ T (k)| = 0 ∧ E(k)
]

≤m · Pr
[
|B(k)

i | > r ∧ E(k)
]

+mPr
[
|Q(k)

i ∩ T (k)| > log2 w ∧ |Q(≤k−1) ∩ T (k)| = 0

∧|B(k)
i | ≤ r | E(k)

]
(4)

By Equation 3, Equation 4, the inductive hypothesis,
and the inequality in the base case, we have

Pr
[
|Q(≤k) ∩ T (k+1)| > 0

]
≤(k + 1)m

(( r
v

)log2 w

+ wvlog2 wq2−u

+2−(u−(log2 w+2) log v−log q)
)

Let Success be the event that A successfully
compute LineRO

n,w,u,v in w
log2 w

round. To compute

LineRO
n,w,u,v, the algorithm must reach (w, x`w , rw).

However, (w, x`w , rw) ∈ T ( w
log2 w

−1)
and hence, by our

claim,

Pr
(RO,X)

[Success]

≤ Pr
(RO,X)

[∣∣∣Q(≤ w
log2 w

−2) ∩ T ( w
log2 w

−1)
∣∣∣ > 0

]
≤ mw

log2 w
×(( r

v

)log2 w

+ vlog
2 wq2−u + 2−(u−(log2 w+2) log v−log q)

)
.

As n becomes sufficiently large, by our parameters
setting, the success probability becomes sufficiently
small.
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Mitrović, and Ola Svensson. Weighted match-
ings via unweighted augmentations. In Pro-
ceedings of the 2019 ACM Symposium on Prin-
ciples of Distributed Computing, PODC 2019,
Toronto, ON, Canada, July 29 - August 2, 2019,
2019.

12



[41] Mohsen Ghaffari, Themis Gouleakis, Slobodan
Mitrovic, and Ronitt Rubinfeld. Improved mas-
sively parallel computation algorithms for mis,
matching, and vertex cover. In Proceedings
of the 2018 ACM Symposium on Principles of
Distributed Computing, PODC 2018, Egham,
United Kingdom, July 23-27, 2018, 2018.

[42] Mohsen Ghaffari, Fabian Kuhn, and Jara Uitto.
Conditional hardness results for massively paral-
lel computation from distributed lower bounds.

[43] Mohsen Ghaffari, Silvio Lattanzi, and Slobo-
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Appendix

A A Warm-up Result

In this section, we present a arguably weaker result
to give some intuition on how our argument works.
We first state our theorem in random oracle model.

Theorem A.1. There exists a universal constant
c > 1 such that for any sufficiently large n > 0, let
RO : {0, 1}n → {0, 1}n be a random oracle, and run-
ning time S ≤ T < 2O(n), there is an oracle function
f : {0, 1}S → {0, 1}n such that it can be computed in
time O(T ·n) using memory size O(S) by a RAM al-
gorithm in random oracle model. On the other hand,
let ARO be a randomized massively parallel computa-
tion with m < 2O(n) machines, local memory of size
s ≤ S/c and the number of local queries q < 2O(n)

to random oracle per round. Then, in random ora-
cle model, ARO needs at least R ≥ Ω(Ts ) rounds to
compute the function in average case.

Note that Theorem A.1 is information-theoretic
in the sense that even if we allow each machine to
do arbitrary computation in each round, our lower
bound result still holds.

The function we consider in Theorem A.1 is
SimLineRO

n,w,u,v : {0, 1}uv → {0, 1}n defined as fol-
lows: Given input x = x1, x2, ..., xv such that xi ∈
{0, 1}u for all i ∈ [v] and a random oracle RO :
{0, 1}n → {0, 1}n, let r1 = 0u and

(ri+1, zi+1) := RO(xi mod v, ri, 0
∗), ∀i ∈ [w],

the output of SimLineRO
n,w,u,v(x) is defined as the an-

swer to the last query, (rw+1, zw+1).
Given the parameters S, T in Theorem A.1, we

set the parameters of SimLineRO as w = T , v = S/u
and u = n/3. One can observe that the obvious RAM
algorithm which queries (xi, ri) one by one already
meets the performance on memory size and running
time stated in Theorem A.1. Thus, we focus on the
lower bound of massively parallel computation. As
the standard observation in Remark 2.3, without loss
of generality, we assume the MPC computation is
deterministic. In particular, we can conclude The-
orem A.1 from the following lemma.

Lemma A.2. There exists a universal constant c > 1
such that for any sufficiently large n > 0, let RO :
{0, 1}n → {0, 1}n be a random oracle and for any
n ≤ S < 2O(n) and S ≤ T < 2O(n), consider the
oracle function SimLineRO

n,w,u,v : {0, 1}uv → {0, 1}n
where w = T , v = S/u and u = n/3. Let ARO be
a deterministic massively parallel computation with
m < 2O(n) machines, local memory of size s ≤ S/c
and the number of local queries q < 2O(n) to random
oracle per round. Then, in random oracle model, ARO

needs at least R ≥ w
s/(u−log q−log v)+1 ≥ Ω(Ts ) rounds

to compute SimLineRO
n,w,u,v in random oracle model.

We first give the intuition of our lower bound.
Consider a local algorithm A at the beginning of cer-
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tain round and the set of xi’s stored in its local mem-
ory. Suppose the size of this set is r. Then, obviously,
we can bound the number of correct queries ofA by r.
To formalize this, we need a definition that effectively
captures the set of xi mentioned above. In particular,
we define the set B to be the set containing those xs
that appear in the queries of the algorithm.

Now we give a high-level overview of our tech-
nique. Our argument centers around an encoding
scheme that encodes the random oracle RO and the
input X. The main idea of this encoding scheme
is to retrieve xi’s from the queries of local machine.
In particular, the encoding contains the local mem-
ory, random oracle, the xi’s that is not retrievable
from the queries, and some auxiliary information in-
dicating where to retrieve xi’s from the queries. To
decode, first run the local algorithm on local mem-
ory with access to the stored oracle to obtain the set
of queries, then, use the auxiliary information to re-
trieve xi’s contained in the queries, and combine them
with the remaining xi’s. Since the size of local mem-
ory is small, the encoding scheme will go beyond the
information-theoretic limit if the set of queries con-
tains many xi’s, which leads to a contradiction. If we
use the local algorithm in this way, we can bound the
size of intersection between the set of queries and the
set of correct entries in SimLineRO. This allows us
to bound the number of steps a machine can advance
in a round by the maximum number of xi’s it can
store in local memory.

Let r = s
u−log q−log v +1. To simplify the notation,

we assume w
r is an integer. For each 0 ≤ j ≤ w/r−1,

let

Tj = {(xi mod v, ri) | jr + 1 ≤ i ≤ min(jr + v, w)}

be the set containing no duplicate xi.

Lemma A.3. Given 0 ≤ j ≤ w/v − 1, a sub-
set T ⊆ Tj and a pair of deterministic algorithms
(A1,A2) such that A1 with oracle access to RO is
given vu-bit X = x0, x1, ..., xv−1 as input and out-
puts s-bit state M and A2 has oracle access to RO
and given M as input, outputs a set of its queries Q
to the oracle RO and a set of corresponding answers
A, where |Q| = |A| = q, we have, for any α > 0,

Pr
(RO,X)

[
|Q ∩ T | ≥ α : M ← ARO

1 (X), Q,A← ARO
2 (M)

]
≤ 2−(α(u−log q−log v)−s−1)

Proof.

Claim A.4. If

Pr
(RO,X)

[
|Q ∩ T | ≥ α : M ← ARO

1 (X), Q,A← ARO
2 (M)

]
= ε,

then there is a set F ⊆ {(RO, X) | RO : {0, 1}n →
{0, 1}n, X ∈ {0, 1}uv} such that |F | ≥ ε2n2n+uv and
a deterministic encoding scheme (Enc,Dec) with
black-box access to A1 and A2 such that for any
(RO, X) ∈ F , both of the following hold

1. Dec(Enc(RO, X)) = (RO, X)

2. |Enc(RO, X)| ≤ s+α(log q+log v)+(v−α)u+
2nn

Proof. Since

Pr
(RO,X)

[
|Q ∩ T | ≥ α : M ← ARO

1 (X), Q,A← ARO
2 (M)

]
= ε

and A1, A2 are deterministic, there is a set

F ⊆ {(RO, X) | RO : {0, 1}n → {0, 1}n, X ∈ {0, 1}uv}

such that
|F | ≥ ε2n2n+uv

and

Pr
[
|Q ∩ T | ≥ α : M ← ARO

1 (X), Q,A← ARO
2 (M)

]
= 1

, ∀(RO, X) ∈ F .
We describe our encoding scheme that encodes all

(RO, X) ∈ F .
Enc(RO, X) :

1. Add entire oracle RO to our encoding.

2. M ← ARO
1 (X), add M to our encoding.

3. Run Q,A← ARO
2 (M).

4. For each ti ∈ T , if ti = (x, r) ∈ Q, then record
index of this query, pi, and its index in X, Ii.
Let P = {(pi, Ii) | ti ∈ T} and add P to our
encoding. Note that pi takes log q bits, Ii takes
log v bits and |P | ≥ α.

5. For each x ∈ X but x /∈ T , add x to our encod-
ing (in the order of SimLineRO). Denote it as
X ′.

As long as u ≥ log q + log v, the encoding takes size
at most

s+ α(log q + log v) + (v − α)u+ 2nn.

Dec(RO,M, P,X ′) :

1. Run ARO
2 (M).

2. Use the recorded position in P to recover those
recorded x.

3. Use X ′ to recover the remaining x ∈ X
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Since we answer the queries of A2 using the same
oracle and A2 is deterministic, the queries of A2

when decoding are the same as the ones when en-
coding. Hence, we can correctly construct some of x
from the positions recorded in P . This completes the
proof.

Claim A.5. For any deterministic encoding scheme
(Enc,Dec) such that Dec(Enc(m)) = m, ∀m ∈ M ,
we have

max
m
|Enc(m)| ≥ log|M | − 1.

Proof. Suppose maxm|Enc(m)| = t. Then the num-
ber of possible codewords is

t∑
i=0

2t−i ≤ 2t+1.

To have a one-to-one mapping, the following must be
true.

2t+1 ≥ |M |

And hence t ≥ log|M | − 1.

Now we are able to prove Lemma A.3.
Suppose

Pr
(RO,X)

[
|Q ∩ T | ≥ α : M ← ARO

1 (X), Q,A← ARO
2 (M)

]
= ε.

Then by Claim A.4, there is a set

F ⊆ {(RO, X) | RO : {0, 1}n → {0, 1}n, X ∈ {0, 1}uv}

such that |F | ≥ ε2n2n+uv and a deterministic encod-
ing scheme (Enc,Dec) with blackbox access to A1

andA2 such that |Enc(RO, X)| ≤ s+α(log q+log v)+
(v − α)u + 2nn for any (RO, X) ∈ F . On the other
hand, by Claim A.5, for any deterministic encoding
scheme (Enc′,Dec′) such that

Dec′(Enc′(m)) = m,∀m ∈ F,

we have

max
m
|Enc′(m)| ≥ log|F | − 1 ≥ n2n + uv + log ε− 1.

Combining these, the lemma follows.

Let Q
(k)
i be the set of queries done by machine

i in round k. We can apply Lemma A.3 to show
the following lemma in massively parallel computa-
tion model.

Lemma A.6. For any deterministic massively par-
allel computation A with m machines, local mem-
ory of size s and the number of queries q computing
SimLinen,w,u,v, for any machine i, any round k ≥ 0,
and any subset T ⊆ Tj where w/r − 1 ≥ j ≥ 0, we
have, for any α > 0,

Pr
(RO,X)

[
|Q(k)

i ∩ T | ≥ α
]
≤ 2−(α(u−log q−log v)−s−1).

Proof. Given a subset T , a machine index i and a
particular round k, consider the massively parallel
computation running until the beginning of round k

and the memory state M
(k)
i given to machine i at

the beginning of round k. We can use the algorithm
A1 in Lemma A.3 to simulate the computation done
by A until the beginning of round k and hence, let

M = M
(k)
i and A2 be the computation done by ma-

chine i in round k. The lemma follows by applying
Lemma A.3.

Lemma A.6 only bounds the number of intersec-
tion. It is still possible that the algorithm somehow
obtain the last answer in only one round. The fol-
lowing lemma helps us rule out this possibility, which
says that any algorithm can only query the j + 1-th
entry in the SimLine with small probability if it has
not queried the j-th entry. We state it as follows.

Lemma A.7. For any deterministic massively par-
allel computation A, any index 0 ≤ j ≤ w − 1 and
any index of query k, let Ej,k be the event that A suc-
cessfully queries (xj+1, rj+1) on its k-th query, given
that all the previous queries qi 6= (xj , rj). Then we
have

Pr
(RO,X)

[Ej,k] ≤ 2−u.

Proof. Suppose all the previous queries are
q1, ..., qk−1 and denote the next query qk. Suppose
further RO(xi−1, ri−1) = ri for 1 ≤ i ≤ j. We con-
sider the set of random oracles, RO′, consistent with
the answers to the queries q1, q2, ..., qk−1 and the pre-
fixed oracle answers r1, ..., rj . For these oracles, the
oracle input (xj , rj) is well-defined and hence, further
consider the answer to this input is lazily assigned.
Since the answers to the queries are fixed and A only
depends on the answers to its queries, the next query
qk will be the same for any oracle in RO′. More-
over, rj+1 is still uniform over all 2u possible values.
Hence, we conclude that the guessing probability will
be less than 2−u.

Now we are able to prove Lemma A.2.

Proof of Lemma A.2. Let r = s
u−log q−log v + 1. Re-

call that for each 0 ≤ j ≤ w/r − 1, Tj =
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{(xi mod v, ri) | jr+1 ≤ i ≤ min(jr+v, w)}. For each
round k, let T (k) = {(xi mod v, ri) | kr + 1 < i ≤ w}.
For each round k, let Q(≤k) be the set of queries done
by all machines until the end of round k, Q(k) be the
set of queries done by all machines in round k, and

recall that Q
(k)
i is the set of queries done by machine

i in round k. We show the following claim.

Claim A.8. For any deterministic massively par-
allel computation with m machines, local memory
of size s and the number of queries q computing
SimLineRO

n,w,u,v and running until the end of round
k < w

r − 1,

Pr
(RO,X)

[|Q(≤k) ∩ T (k+1)| > 0]

≤(k + 1)(m2−(u−log q−log v) + wmq2−u).

Proof. Let E
(k)
i be the event that, in round k, there

exist t ∈ [q] and j ∈ [w] such that machine i suc-
cessfully queries (xj+1, rj+1) on its t-th query given
that all the previous queries qa 6= (xj , rj). Then, by
Lemma A.7 and a union bound, for every i and every
k,

Pr
(RO,X)

[E
(k)
i ] ≤ wq2−u.

We prove the claim by induction. For the base case,
k = 0, we know that by Lemma A.3 and setting
α = r, for any machine i,

Pr
(RO,X)

[|Q(0)
i ∩ T0| ≥ r] ≤ 2−(u−log q−log v).

Thus,

Pr
(RO,X)

[|Q(0)
i ∩ T

(1)| > 0]

≤Pr[|Q(0)
i ∩ T

(1)| > 0 ∧ E(0)
i ] + Pr[E

(0)
i ]

≤Pr[|Q(0)
i ∩ T0| ≥ r ∧ E(0)

i ] + Pr[E
(0)
i ]

≤2−(u−log q−log v) + wq2−u.

And hence, by a union bound, we have

Pr
(RO,X)

[|Q(≤0) ∩ T (1)| > 0]

≤ m2−(u−log q−log v) + wmq2−u.

Now assume that in round k − 1, the claim holds.
Similarly, by Lemma A.1 and setting α = r, for any
machine i,

Pr
(RO,X)

[|Q(k)
i ∩ Tk| ≥ r] ≤ 2−(u−log q−log v).

Thus,

Pr
(RO,X)

[|Q(≤k) ∩ T (k+1)| > 0]

≤Pr[|Q(≤k−1) ∩ T (k)| > 0]

+ Pr[|Q(≤k) ∩ T (k+1)| > 0 ∧ |Q(≤k−1) ∩ T (k)| = 0]

= Pr[|Q(≤k−1) ∩ T (k)| > 0] + Pr[|Q(k) ∩ T (k+1)| > 0]

≤Pr[|Q(≤k−1) ∩ T (k)| > 0] +mPr[|Q(k)
i ∩ T (k+1)| > 0]

≤Pr[|Q(≤k−1) ∩ T (k)| > 0] +mPr[|Q(k)
i ∩ Tk| ≥ r]

+mPr[E
(k)
i ]

≤k(m2−(u−log q−log v) + wmq2−u) +m2−(u−log q−log v)

+ wmq2−u

=(k + 1)(m2−(u−log q−log v) + wmq2−u).

Let Success be the event that α successfully com-
pute SimLineRO

n,w,u,v. To compute SimLineRO
n,w,u,v,

the algorithm must reach (xw, rw). However,
(xw, rw) ∈ T ( w

r −1) and hence, by our claim,

Pr
(RO,X)

[Success] ≤ Pr
(RO,X)

[|Q(≤w
r −2) ∩ T ( w

r −1)| > 0]

≤ w

r
(m2−(u−log q−log v) + wmq2−u)

≤ 2−Ω(u−log q−log v−logm−logw).

As n becomes sufficiently large, the success probabil-
ity becomes sufficiently small.
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